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High Quality Java Code: 
Exception-Safe Code (I) 
by Pedro Agulló Soliveres 

riting quality code is not easy, and writing code that is really 
safe in the presence of errors is very difficult. What’s more, 

what safe means is not all that clear. 
In this article we will investigate the different meanings safe code 

can have, as well as the implications of the different possibilities. 
Then, we will investigate how to write code that can guarantee that 
we achieve our objectives, and show several standard techniques 
that can be put to good use. 

What we are not going to cover 
Let me state what this article will not try to cover. We won’t try to 
study all the issues related to exception handling, interesting as they 
might be. We are not going to study when and how to raise 
exceptions, nor when to use exceptions to report failure of an 
operation, and when to use alternative techniques, such as returning 
a boolean value. 

We are not going to study how to distinguish between legitimate 
errors (the network went down and the file is no longer availble) and 
what we might consider programming defects/bugs (a method 
receives a null object, something the method caller could have 
prevented), which we might want to handle differently. Assertions, 
preconditions and postconditions are useful to trap defects, but we 
won’t talk about them here. 

We won’t study the subject of how to write exceptions classes or 
exception hierarchies, nor will we comment the standard exceptions 
provided by the standard library, nor which to use in each case. 

We won’t comment on the implications of exceptions moving 
through architectural layers. How distributed systems affect 
exception handling is another issue we will not study. 

By not trying to solve all exception-related issues, we will gain a lot 
of depth. If your code has to deal with exceptions raised either by 
your own or other’s code, as is always the case, then this article will 
be of interest to you. 

Setting the scene 
First of all, we must forbid using exceptions as a way of transferring 
control from one place to another: don’t use them that way. We will 
assume that exceptions always communicate a problem, in order to 
write code that systematically handles errors in a correct way.  

This errors are reported by raising exceptions policy does not 
conflict with the fact that we can report failure in several ways. 
Suppose that we write a MyFile class with a read method. What do 
you think should happen when you call read and you have already 
reached the end of the file? You can raise an exception, but 
alternatively you can do nothing in read, and return a special value so 
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that the caller can know that he is already at the end of the file. Both 
options can be valid, and which one you select doesn’t affect what 
we have to say in this article. What we demand is that, in no event 
should the application be left in an unrecoverable state, an exception 
must be raised before that happens. If this rule is followed, the 
advice provided in this article will apply. 

What to do when an exception arrives 
When your methods receive an exception raised by code they have 
called, you have three choices. First of all, you can handle the 
error/exception definitively. Whether you reattempt the operation, 
cancel it, etc., is largely irrelevant for this discussion, what matters is 
that the error will not continue moving upwards. 

The second option is to handle the error/exception and raise a 
different exception. Why and when to do this is an interesting 
subject, but we won’t discuss it here. Suffice is to say that this 
typically happens when an error moves from a layer to a higher level 
layer: when you can’t write a record to a database, this might be due 
to a primary key violation, but when this error arrives to upper layers, 
it will be better to transform it into a customer already registered 
error –or whatever makes sense at the current abstraction level. This 
scenario boils down to a slightly decorated version of the next 
scenario. 

The third option is to perform cleanup in your method, and pass 
the exception upwards. This is the most common case, because 
most code doesn’t have enough information about what to do to 
handle an error that arrives from lower level layers. When an 
exception arrives to a method that can’t solve the problem by itself, it 
has to clean things up, and then pass the error upwards so that 
somebody with a better perspective can handle it adequately. 

If you decide to catch the exception and handle it without letting it 
move upwards (the first option), this is because you know exactly 
what to do: this case is of little interest to our discussion. We won’t 
consider this scenario further in this article. 

What to do when a method doesn’t know how to handle an error 
(second and third options), is a different matter. It is perfectly clear 
that it must perform adequate cleanup, if needed, and then let the 
exception continue moving upwards until it finds code that knows 
how to handle the problem. But, what does adequate cleanup 
mean? This requires careful consideration. 

What ‘safe’ means: levels of safety 
Ideally, we all know that to perform cleanup adequately, a method 
should restore the state of all data and objects it has modified, 
leaving them as they were before the method began to execute. 

Furthermore, the method should release all resources it acquired, 
be them files, sockets, database connections, etc. Clearly, we don’t 
want to leave files or socket connections open, because they are 
limited resources. What’s more, even if the system can release the 
resources automatically when your application is closed, you don’t 
want to leave that task to the system, because those resources will 
not be available meanwhile, and you might overload the system. And 
you will surely find some kind of resource that the system will not 



High Quality Java Code: Exception Safe Code (I) Copyright © 2010 Pedro Agulló Soliveres 

 

 3/8  
 

take care of. Therefore, freeing resources as soon as possible is a 
must. 

Once the method has left the program as it was before it began 
executing, and has released all the resources it has acquired, we let 
the exception continue moving upwards. This is needed so that other 
methods have an opportunity either to definitively handle it or just do 
their own cleanup and pass the exception upwards again. 

While restoring the system to the state it had prior to the error is 
highly desirable, there are cases when this might not be possible, or 
where performing a full rollback to the previous state of the program 
has a cost we find unacceptable. Adding full rollback support can 
add overhead each time your code executes, an overhead that might 
not be justifiable if exceptions are highly unlikely. 

Let’s consider the different behaviours a method can show when it 
raises an exception of it arrives from lower level layers. It is possible 
that the method doesn’t guarantee anything (level 1 safety). In this 
scenario, resources allocated by your method are not freed by it, and 
calling their cleanup methods later (i.e., close for streams or 
connections, etc.) is not guaranteed to work. What’s worse, data or 
objects modified by your method are unstable, making it impossible 
to use them with guarantees. In other words, you are stuck. Level 1 
safety means no safety at all. 

Level 2 safety means that the method guarantees that somebody 
else can release resources, nothing about modified data or objects. 
Resources allocated by your method are not freed by it, it is up to 
other code to release them. Data or objects modified by the method 
are unstable, making it impossible to call any method that accesses 
them with guarantees. However, cleanup methods can be safely 
called. In this scenario you are stuck, but the program might be 
closed without harm.  

Level 3 safety means that the code guarantees that all resources 
are released, nothing about modified data or objects. Resources 
allocated by your method are actually freed by it. However, data and 
objects modified by your method are unstable, making it impossible 
to call methods that access them with guarantees. However, cleanup 
methods can be safely called. This is better, but you’ll have to throw 
away all modified data or objects, and won’t be able to use the 
modified objects because you can’t assume they are in good shape. 
Dangerous! 

Level 4 safety code guarantees that all resources are freed, and 
modified data/objects are left in a stable state. Resources allocated 
by your method are freed by it. Data and objects modified by your 
method are left in a stable state. Their state might be unknown, but 
you will be able to use them safely. To illustrate this case: if the 
method modified a list, it might not be left as it was before, but the 
list will be left in a usable state -say empty. This is acceptable, just 
take into account that data/objects might have been modified, don’t 
assume much about them, but know you can still use them. 

At safety level 5, the method guarantees that all is left as it was 
before the method began its execution. Congratulations, you have 
transactional semantics. Your method is a really good citizen. 
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If you can write level 3 code, then you can write equivalent level 4 
code almost without a doubt. Level 4 safety is the minimum you 
should try to get. Sorry, but code that provides less guarantees is not 
good enough for production. Of course, level 5 is the target we 
should set ourselves. However, we should be realistic and take into 
account that there are cases in which attaining level 5 safety is 
feasible, but has an additional cost. This being the case, you have to 
take an informed decision about what level to support. 

For high performance code you will find yourself retreating to level 
4 in some cases: however, if there is a possibility of moving your 
code to level 5, consider it, and take a decision explicitly. Level 5 is 
too good to lose it without a fight. 

Now that we have arrived to the conclusion that only levels 4 and 5 
are good enough, let me unify our vocabulary with that of the C++ 
community, the pioneers in the exception safety arena. Code that 
provides level 4 guarantees are said to provide the basic guarantee, 
while code that supports level 5 are said to provide the strong 
guarantee. Only in these two cases will we consider our code to be 
exception-safe. 

The hello world of exception-safe code 
The easiest way to lose resources is forgetting to ensure that 
resources are closed. Listing 1 shows a typical scenario, where the 
writer object resources (an open file) are not guaranteed to be 
released in all cases.  

 
 
public static void sample1() throws IOException { 
  Writer writer = new FileWriter( "myFile.txt"); 
  writer.write( "Hello world"); 
  writer.close(); 
} 

 

 Listing 1. Level 1 code: not 
good enough. 

 

 
In Listing 1, if the call to write fails with an exception close won’t 

be called and the resources used by writer will be released at an 
unknown time. Listing 2 solves this problem by adding a finally 
block to ensure that close will be called no matter what happens.  
 
 
public static void sample2() throws IOException { 
  Writer writer = new FileWriter( "myFile.txt"); 
  try { 
    writer.write( "Hello world"); 
  } 
  finally { 
    writer.close(); 
  } 
} 

 

 Listing 2. Using try-finally 
blocks to ensure resources 
are released whether there 
is an exception or not. 

 

 
We all know this, but believe me: real-world experience shows that 
forgetting to write try-finally blocks where needed is the most 
common programming defect leading to broken exception-safety.  
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Beware of the code you call 
While we all love to write new code, the fact is we consume far 
more code than we create, and the quality of the code you consume 
has a big impact in the quality of the code you create. 

For example, in the sample3 method in Listing 3, you will notice 
that we have the mandatory try-finally block to acquire/release 
writer wrapping our call to the copy method. Since the copy method 
frees all allocated resource and does not alter the program state 
otherwise, it provides the strong guarantee, and sample3 will be able 
to provide that guarantee too. But, if you call badCopy instead, you 
will find that badCopy might fail to release resources if there is some 
error before writer.close is invoked. Now, there is no way your 
sample3 method can provide neither the basic nor the strong 
guarantee.  
 
 
public static void sample3() throws IOException { 
  Writer writer = new FileWriter( "myOutputFile.txt"); 
  try { 
    copy( "myInputFile.txt", writer); 
  } 
  finally { 
    writer.close(); 
  } 
} 
 
public static void copy( String inputFile, Writer writer )  
  throws IOException  
{ 
  Reader reader = new FileReader( inputFile ); 
  try { 
    int c; 
    while( (c = reader.read()) != -1 ) { 
      writer.write(c); 
    } 
  } 
  finally { 
    reader.close(); 
  } 
} 
 
// Code written in a different file... 
public static void badCopy(String inputFile, Writer writer)  
  throws IOException  
{ 
  Reader reader = new FileReader( inputFile ); 
  int c; 
  while( (c = reader.read()) != -1 ) { 
    writer.write(c); 
  } 
  reader.close(); 
} 
 

 Listing 3. 

 

 
This is distressing: it means that in some cases you will not be able 

to write exception-safe code unless you write the whole code on 
your own. As should be expected, quality requires an ecosystem: it 
does not grow in the trees. As a rule of thumb, your methods can’t 
provide greater guarantees than the methods you call. You can 
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devise ways to solve some issues, but they will make the code brittle 
and much more difficult to . 

By the way, if copy were an operation guaranteed to throw no 
exception, that would mean that you would be able to write the 
sample3 method withou the need to have a try-finally block. Code 
that can’t raise exceptions is called no-throw code. This is a very 
important feature, as we will see later. 

Maintaining data consistent 
Releasing resources is just one part of exception-safety. You need to 
keep data consistent too when there is some error (the basic 
guarantee) or, even better, to restore it to its original state (the strong 
guarantee). 

Just to make things as clear as possible, I will write some code that 
frankly speaking makes no much sense, but I hope will make things 
crystal clear. Bear with me! 

In Listing 4 we have a hypothetical Customer class that keeps track 
of invoices via its addInvoices, getInvoice and getInvoicesCount 
methods. 

 
 
public static class Customer { 
  private int invoicesCount; 
  private List<Invoice> invoices = new ArrayList<Invoice>(); 
       
  public void addInvoices( Collection<Invoice> invoices) { 
    this.invoicesCount += invoices.size(); 
 
    for( Invoice invoice : invoices ) { 
      doSomething (invoice); 
      this.invoices.add(invoice); 
    } 
  } 
       
  public int getInvoicesCount() { 
    return this.invoicesCount; 
  } 
       
  public Invoice getInvoice( int i ) { 
    return this.invoices.get(i); 
  } 
} 
 

 Listing 4.   A version of 
addInvoces that provides no 
guantee. 

 

 
If you take a look at addInvoices, you will find that if doSomething 

ends upd throwing an exception, then the internal invoicesCount 
field will be lying with respect to the real size of the invoices list. This 
code is faulty because it just does not maintain the consistency of 
data: next time you call getInvoicesCount to iterate using 
getInvoice, you will be in big trouble. 

And, yes, I’m well aware that you need not keep an invoicesCount 
field, this is just for llustrative purposes. So, let’s keep pretending that 
we must keep invoicesCount updated at all costs. 

An easy fix to addInvoices is to write it as follows: 
 

 
public void addInvoices( Collection<Invoice> invoices) {  Listing 5.  A version of 
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  for( Invoice invoice : invoices ) { 
    doSomething (invoice); 
    this.invoices.add(invoice); 
    this.invoicesCount ++; 
  } 
} 
 

addInvoces that provides the 
basic guarantee. 

 

 
The addInvoices implementation in Listing 5 provides the basic 

guarantee, because it leaves the data in a consistent state, but it does 
not provide the strong guarante, because it does not restores the data 
to the state it had before addInvoices was called. That is not the ideal 
situation, but it is manageable and safe. 

Listing 6 shows an implementation that provides the strong 
guarantee. Here, we create a temporary copy of data, perform the 
operations that change the state of data on the temporary data, and 
then swap the temporary and current data. 

 
 
public void addInvoices( Collection<Invoice> invoices) { 
  // 1. Create a copy of the data to modify. 
  List<Invoice> newInvoices =  
    new ArrayList<Invoice>(this.invoices); 
  int newInvoicesCount = this.invoicesCount; 
         
  // 2. Perform state changing operations with the  
  //    temporary copy of data 
  for( Invoice invoice : invoices ) { 
    doSomething(invoice); 
    newInvoices.add(invoice); 
    newInvoicesCount ++; 
  } 
         
  // 3. Consolidate the changes to data via operations 
  //    that just can’t fail. 
  this.invoices = newInvoices; 
  this.invoicesCount = newInvoicesCount; 
} 
 

 Listing 6. A version of 
addInvoces that provides the 
strong guarantee. 

 

 
Why does this work? To begin with, restoring state can be really, 

really hard, so…we create a copy of existing data with which to work 
temporarily, and from then on then we forget about having to restore 
current data state: if there is a problem, we will throw away the 
copied data. We solve the problem or restoring data state by making 
it unnecesary. Next, we perform the operations that can fail (i.e., 
throw an exception) on the copied data.  

Only when we have performed all operations that modify data have 
do we modify the real data, by the simple expendient of swapping 
the current data with the temporary data And, know what? These 
swapping operations can’t fail, they are no-throw operations. 
Therefore, the operation is completely safe in the presence of 
exceptions: this copy data, modify the copy, swap modified copy and 
actual data pattern is an elegant one. 

But, what if doSomething fails? As we already said, your code can’t 
be exception safe if the code you call is not –again, unless you are 
really willing to spend an inordinate amount of effort that will lead to 
badly delimited code responsibilities. We must insist: you can’t inject 
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quality after the fact. Quality is organic, you just can’t restore it using 
pills. 

In this (admittedly contrived) example, achieving the strong 
guarantee for addInvoices is relatively easy. My advice is that you 
should not take for granted that the strong guarantee will be much 
more difficult to get than the basic guarantee. Surprisingly, the same 
happens with performance: don’t assume that providing the strong 
guarantee will end up producing slower code.  

More to come… 
There is still more to say about exception safety, but I hope this 
article will have made you think about the importance of exception 
safety, as well as to what levels of safety are there. I plan to write a 
second article that will deal with what I had no space for here. 

Oh, and by the way, what if addInvoices receives a null collection, 
or one of its elements is null? I consider this to be a bug, a defect in 
the caller’s code. From my point of view, that kind of problem should 
be handled in a completely different way. This will be the subject of 
yet another article. 
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